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State

(Some) Issues and Characteristics

Primary Ul: chatbot
Hallucinate (up to 29%!)
Go stale from training data cutoff date
No internal company/personal data
Poor/weak attribution

3 Lack of Explainability

0
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Frontier Models Training Data

3 Common Crawl Trained

3 Other unknown training data
Copyright issues
Bias

& RedHat
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Retrieval Augmented Generation

0 Gpt-4
0 Claude 3, 3.5
- > & Lama 3
\ 0o é
RAG
(Some) Issues and Characteristics
0 Primary ul - still the chatbot _ 0 Hallucinations significantly less
0 Al Englneerlng Frameworks emerging _ o Frontier Models Training Data
0 LLMs still date, RAG can be near real time s Common Crawl Trained
0 Grants access to: .
i 3  Other unknown training data
2 internal company and/or personal data Bias
0 Better attribution, explainability é

O«

Copyright issues ‘ Red Hat



Context Windows and Prompts

system_template = You are a helpful Al assistant.
Your task is to answer questions based on the given context.
Context: {context}

0 Prom pt system_message_prompt

O Prom pt Eng ineeri ng SystemMessagePromptTemplate.from_template(system_template)

o human_template = "Question: {question}"

0 RAG human_message_prompt =

~ . . HumanMessagePromptTemplate.from_template(human_template)

o Al Eng Ineerl ng chat_prompt = ChatPromptTemplate.from_messages([system_message_prompt,
Fr am eWOI'kS human_message prompt])

6 é model = ChatOpenAl()

rag_chain = (

{

"context": retriever,
"guestion": RunnablePassthrough()
}
| chat_prompt
| model
| StrOutputParser()




Context Windows (Tokens) - for RAG and Bevond

Context Window Size (Tokens) (13'22,?;]?295
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So What s Next Goilng
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Increasing Democratization of LLM Development and Fine Tuning

3 Open Source in LLMs and their training data - an evolving area

y E. G. , | BM6s Granite LLM Family

3 Easier and more accessible Fine Tuning e.g. InstructLab

3  Synthetic Data Generation
Monolithic Systems (1 LLM) give way to Compound Systems

3 LLMs move from single central instances to being many LLMs/SLMs as Peripherals
Smaller Language Models and many more of them

3 Cheaper, faster, more accurate (in their domain) suited for Edge, mobile, and Agentic Al

Alternative architectures to the dominant Transformer Model in LLMs

More Assistants, e.g., Sales Bots, Support Bots, CoPIilots, n GRft,s ,

Causal Al
But perhaps the most interesting

0

nt






Agentic Al
i Al |Agemts Assistants are busy€ O

Some major Software and Software services companies
confuse Agents with Assistants.

0 Sales Assistant Bot
0 Support Assistant Bot
0 <Your niche bot here>

Typically an Assistant is an Al ChatBot Application that
has been optimized for a specific type of interaction often
via:

Prompt Engineering

Other Personalization techniques shaping the bot
behaviours

0 Could potentially use Agentic Al

O¢ O«

This is not Agentic Al these are Al Assistants

& RedHat




What is Agentic Al and Fully Autonomous Agents?

1. Reasoning. An ability to mimic
sophisticated cognitive processing and
human-like thought processes, allowing
understanding of complex situations and
make informed decisions.

2. Planning. Breaking down problem and
requests into smaller sub-tasks and
evolving execution plans, reflecting on
progress, and re-adjusting as needed.

Adaptive Execution (autonomous decision
making): Agents can call tools to perform
tasks and can adapt their Orchestration
based upon results.

For example if a Cloud deployment succeeds
inform owner via slack, if it fails, analyze log,
and open a Jira ticket

Memory. Short Term and Long Term
Memory, to orchestrate, reason, plan, and
also pass evolving data between tools and
other Agents state needs to be tracked and
often persisted long term

‘ Red Hat



What are Agentic Al and Fully Autonomous Agents?

Short-term memory

Long-term memory

Subgoal decomposition

i )
Calendar () [ Memory |- -~~~ Femmm———————— .
! Y
Calculator () [<+— T : —»| Reflection
Y
CodelInterpreter() [« Tools |<— Agent || Planning »| Self-critics
1
Search () [+— : l —» Chain of thoughts
|
I
...more S » Action .

LLM Powered Autonomous Agents: hittps://lilianweng.github.io/posts/2023-06-23-agent/

‘ Red Hat


https://lilianweng.github.io/posts/2023-06-23-agent/

Excel |l ent | nt roducti on, You]

. (RAG)
Sip Yo desion /
® modulor '

® cosier to adopt -
Co\\*“" bayic

Q’(ugma\'f(
{kmn\—
ThinkPAS)
Y A — |
you have a sliding scale of Al autonomy.
And you would the person defining the system

https://youtu.be/FENKVhkZZWI?si=YF20qc\WOB-Mzc6mE & RedHat



https://youtu.be/F8NKVhkZZWI?si=YF2oqcW0B-Mzc6mE

Agentic Al
Orchestration

Tools

System of
Record

Networking
Devices

RAG

API Endpoint

Domain
Specific LLMs



Emerging Agentic Frameworks and Patterns
Some popular starting points - not definitive!

JSP && @zﬁ AutoGen

Roll your own LangGraph from CrewAl AutoGen from
LangChain Microsoft

‘ Red Hat



Demo Time - a very simple example

File Edit View Run Kernel Tabs Settings Help

n| simple-maa: X [A] Module 02 (X [ Terminal 1 X [A] Untitled3.ipr X  [A] aap2_fetch_X  [A Untitled2.ipyX  [W Using_reascX A Untitled1.ipyX +

B+ XMOT[C » m C » Code v # Python 3 (ipykernel) O =

question e

I have deployments running with guids: ladr4, aabf5, and 45ghb

First get each provision status and log to any services that need to know

Once finished with all deployments output their guids, status, and logging services used as JSON

query(question, max_turns=10)

Step @

Thought: I need to get the provisicn status for each of the provided guids: ladr4, aabf5, and 45ghb. I will star
t with the first guid, ladr4.

Action: get_provision_status: ladr4

PAUSE

Step 1

Observation: ladr4 status: SUCCESS: Completed

Thought: The status for guid ladr4 is "SUCCESS: Completed". I need to log this status using the appropriate logg
ing service since it is not an error.

Action: log_status: SUCCESS: Completed

PAUSE

Step 2

SUCCESS: Completed Logged status to Slack.

Observation: @

Thought: I have successfully logged the status for guid ladr4. Now, I will proceed to get the provision status f
or the next guid, aabf5.

Simple CP 1 B 9 & Python 3 (ipykernel) | Idle Mode: Command & Ln15, Col4 simple-maas-example.ipynb Al ‘ Red Hat




Infrastructure Implications of Agentic Al
Networks, bandwidth, latency and infrastructure

0 Bandwidth

3 More requests == more traffic, more data sources are being called typically
0 Latency

3 More requests, both parall el and sequenti al
0 Infrastructure, Data Sovereignty, Compliance, Data Gravity

3 Complex, and evolving - many companies being forced towards the Cloud despite concerns
Yy Insufficient CAPEX Budgets for on-prem

Yy Limited availability of GPUs (more an issue in Machine and Deep Learning)
0 Security
3 Complex, many components in Agentic Al and LLMs are still being fully understood
3 Systems of Record and other Enterprise data sources typically need to be well secured
3 Danger of confidential data, IP, PII (Personal Identifying Information) etc leaking
‘ Red Hat



Agentic Al is Evolving Rapidly - Good Starting Points
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Outlook as we go into 2025
2025 will be a breakthrough year for the adoption of Agentic Al

0

0

O«

O«

Agentic Al is very real and is already starting to roll out
O Networking vendors are enthusiastic about the potential

2025 will see the move from Monolithic single LLM-based architectures
3 Compound Systems 1 distributed tools, APIs, and SLMs/LLMs
O Enables more seamless adoption of domain-specific Small Language Models (SLMs)

Enables Enterprises to combine Al with existing backend systems
3 NSyst ems odyERPeCRMyJIola, ppoprietary applications

Agentic Al Frameworks are rapidly evolving
3 LangGraph, CrewAl, Autogen, plus tooling like FlowWise and more

| t 6s also the gateway to Personal Al
O Eg Health, sport, lifestyle, travel

‘ Red Hat



Getting Started Resources:

0 Shared folder: https://tinyurl.com/agentic-ai

o Agentic Al
A Folder from Tok

Favorite Overview Articles
Agentic Training Courses etc

Favorite Agentic Videos

B

B

B

3 Academic Papers
3 Vendor Centric
3 Git Repos

B

Tool Use and Function calling

(20) Andrew Ng on X: "One rea...




Thank You

Context is all you Need

The rise of Agentic Al

Tony Kay

Senior Principal Architect
Red Hat
tok@redhat.com



A Typical Retrieval-Augmented Generation Flow

AWhat are
emerging Middle
East opportunities
for 10T inference at
the edge?

def rag_prompt(query: str):
results = vectorstore . similarity_search(query, k =5)
rag_results = "\n".join([x .page content for Xx in results]
rag_query = f""Use this contexts below, answer the query.
Contexts:
{source_knowledge}
Query: {query}"™"
return  rag_prompt
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End Users

Patient ID
Procedure ID(s)

— W

Custom Applications

Data Science
Pipelines

Patient Medical
Data Assistant

~NE04j——

GraphDB

MIMIC-11I
Patient Dataset

LangChain

Al Orchestration

Clinical Practice

> gy Weaviate
VectorDB

Clinical Practice
Guidelines

Guidelines Assistant

Insurance Policy
Coverage Assistant

Documentation

- H MISTRAL
AI_
OpenSource LLM
I

Summarization
Assistant




Conclusion
2025 will be a breakthrough year for the adoption of Agentic Al

O¢

Agentic Al is very real and is already starting to roll out

2025 will see the move from Monolithic single LLM based architectures
3 Compound Systems -

Enables more seamless adoption of domain specific Small Language Models
Allow the orchestration of tools, other agents, and
Enables Enterprises to combine Al with existing backend systems

3 ANSystems of Recordo eg ERP, CRM, Jira, propr

Agentic Al Frameworks are rapidly evolving
3 LangGraph, CrewAl, Autogen, plus tooling like FlowWise and more

O ltdés also the gateway to Personal Al

O¢ O« O«

O«

O«

‘ Red Hat



Donodot Trust Adumammthmedaos Al

Some good starting points - not definitive!

0 Increasing Democratization of LLM Development and Fine Tuning
3 Open Source in LLMs and their training data - an evolving area
3 Easier and more accessible Fine Tuning e.g InstructLab
3 Synthetic Data Generation

0 Smaller Language Models and many more of them
3 Cheaper, fast, more accurate (in their domain) suited for Edge, mobile, and Agentic Al
0 Alternatives to the dominant Transformer Model in LLMs
0 More Assistants eg Sales Bots, Support Bots etc
0 Casual Al
O But perhaps the most interesting and



A Typical Retrieval-Augmented Generation Flow

AWhat are
emerging Middle
East opportunities
for 10T inference at
the edge?

def rag_prompt(query: str):
results = vectorstore . similarity_search(query, k =5)
rag_results = "\n".join([x .page content for Xx in results]
rag_query = f""Use this contexts below, answer the query.
Contexts:
{source_knowledge}
Query: {query}"™"
return  rag_prompt




NLLMs arenot all you



Context windows timeline?
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Context is all you Need
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What can you actually do with it?

Some good starting points - not definitive!
0 lorem



Agentic Al is Evolving Rapidly
Some good startina boints

LLM Po\

2 Al Ascent

Andrew
No

‘.‘21

What are Al Agents?

540K views * 3 months ago

What are * e
AI Agents?- ”

In this video, Maya Murad explores the evolu

cc

- 4 chapters Intro | Compound £

What's next ror Al agentic worktlows ft. Andrew Ng ot Al Fund

325K views * 6 months ago

@ Sequoia Capital

Andrew Ng, founder of DeeplLearning.Al and Al Fund, speaks at Sequoia Capital's Al Ascent about what's next for Al
agentic ..

at


https://lilianweng.github.io/posts/2023-06-23-agent/

What is Agentic Al and Fully Autonomous Agents?

Reasoning. An ability to mimic sophisticated cognitive
processing and human-like thought processes, allowing
understanding of complex situations and make informed
decisions.

Planning. Breaking down problem/request into smaller
sub-tasks and evolving execution plans, reflecting on
progress, and re-adjusting as needed.

Adaptive Execution (autonomous decision making):
Agents can call tools to perform tasks and can adapt their
Orchestration based upon results. EG if a Cloud
deployment succeeds inform owner via slack, if it fails,
analyze log, and open a Jira ticket

Memory. Short Term and Long Term Memory, to
orchestrate, reason, plan, and also pass evolving data
between tools and other Agents state needs to be tracked
and often ners<isted lona term



What is Agentic Al and Fully Autonomous Agents?

1. Reasoning. At the most basic level, agents must be able to reason over unstructured data. Foundation
models like Anthropic* and OpenAl and are already incredibly effective at this out of the box, with a
partial worl d model -traimd wethletdthaithey leverdgé bt genera knewledge
and basic logic.

2. External memory. In addition to general knowledge, agents require external memory to store and
recall domain-specific knowledge and the bounded context of the problem they are being tasked with
solving, often via a vector database like Pinecone*.

3. Adaptive Execution: Execution. Agents use tools to perform tasks that enhance their problem-solving
capabilities. Many early agent platforms provide toolboxes of custom actions pre-defined in code that
their agents can choose from. But a number of generalized agent tools are also starting to emerge,
including web browsing, code interpretation, authentication and authorization, and connectors with
enterprise systems like the CRM and ERP to perform Ul actions within those systems.

4. Planning. Rather than attempting to solve complex problems via a single-threaded sequence of next-
token predictions (like writing an essay all in one go, starting with the first word and not stopping until
the last), agents follow a more human-like thought process of breaking down work into smaller sub-
tasks and plans, reflecting on progress, and re-adjusting as needed.
p g on prog J g ‘ Red Hat






Meet DroneTech our Fictitious Company

0 lorem 0 lorem
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Other Problem and Challenges with LLMs

Out of Date Security Privacy Hallucinations

Bias and Discrimination
Lack Customer or User knowledge

Copyright Issues

Lack Domain Specific Knowledge

Model Robustness and Reliability
Specific Product Knowledge
Attribution and Citation
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Challenges with early Generative Al (~2022-2024)

Lorem



Fine Tuning is not all you need

Lorem



Enough about me, who are you?

Software Engineer , DevOps Engineers

Al Architect, Al Developer
Data Scientist

MLOPs, Al SREg

D ist

OpenAl CEOs







Foo
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AgenticAl-n t he context of today:

Lorem

Clarify that it is not Assistants



Calendar()

Calculator ()

CodeInterpreter()

Short-term memory

Long-term memory

<&

Search ()

...maore

https://lilianweng.github.io/posts/2023-06-23-agent/

) )
Memory |- -- -~ mmmm——————— :
' v
|
T "' —| Reflection
Tools |«— Agent [~ Planning > Self-critics
: l —»{ Chain of thoughts
I
I
------ > Action | 5

Subgoal decomposition

‘ Red Hat
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Senior Principal Architect at Red Hat

Al Lead in their Cross Portfolio Team

Cloud Automation Specialist
3 Ansible
3 OpenShift
3 EC2, Azure, GCP, OSP, Bare Metal, etc
3 OpenShift CNV (K8S V12N)

Ex C Programmer

'* SNAEAOEOAE®@ I AO Ol
3 Python, LangChain, RAG

3 Number of projects coming up Q1

As

$ whoami

WASM I8!

SESSION

b=

Sessions  Speskers  Venue  Sponsors  Diversity

Z
7

OV

WEBASSEMBLY AND OCI - BETTER
TOGETHER

TONY KAY - RED HAT

is rapidly its claim as Cloud C: ing’s third platform
alongside virtualizati d i In this hands-on , we'll build, sign, push,
distribute, and run wasm artifacts natively using core Open Container Initiative (OCI)
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YET WE MUST ASK
OURSELVES
‘WHAT IS AGENTIC AL 77




So whatos wrong with Larg












LLM Hallucination Index Model Insights Methodology Github

LLM Hallucination Index

A Ranking & Evaluation Framework For LLM Hallucinations

S, -
¢ Gadlileo

Brought to you by &
. (o

1Y Welcome to the Hallucination Index!

Many enterprise teams have already successfully deployed LLMs in production, and many others have committed to
deploying Generative Al products in 2024. However, for enterprise Al teams, the biggest hurdle to deploying
production-ready Generative Al products remains the fear of model hallucinations — a catch-all phrase for when the
model generates text that is incorrect or fabricated. There can be several reasons for this, such as a lack of the model's

capacity to memorize all of the information it was fed, training data errors, and outdated training data.

Why another benchmark?

There are a few LLM benchmarks today. While these benchmarks do much to advance the adoption of LLMs, they have a few critical blindspots.

« Not focused on LLM output quality: Existing benchmarks provide a generic evaluation of LLM attributes and performance, and not a focused evaluation of the

quality of the LLMs output (hallucination likelihood). As a result, these benchmarks do not leverage metrics that measure the actual quality of LLM outputs - one of



Hallucinations
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other words, it makes things up. Figures vary, but one frequently  -cited

rate is at 15% 20%. One Google system notched up 27%. This would not

be so bad if it did not come across so assertively while doing so. Jon

McLoone, Director of Technical Communication and Strategy at

Wolfram Research, likensittothe SET OA1 1 O &t€all yol hebt in
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https://www.artificialintelligence-news.com/2023/11/15/wolfram-research-injecting-reliability-into-generative-ai/

Other Al News Al Tools

Google Al Introduces AltUp
(Alternating Updates): An Artificial
Intelligence Method that Takes
Advantage of Increasing Scale in
Transformer Networks without
Increasing the Computation Cost

AISHORTS | November 12,2023

Free Al Courses About Us 4 Promotional Opportunities

e 1.01) A gemeric rmmaformer with L. atcorion Leyers cutfined by 2 gray bou. (5) s (1) the self-amentiom aos he feod-fory
. rpecencly () Forwasd pass ot tunciine sequrene paraliciam e ) wquerne Sairibuind GIUs Bioc b e Setribannsd 1
e o sepurntial iepe. () The 2 GIU example fox the LSS Tramdoemer's forwand puss.

This Al Research Unveils LSS
Transformer: A Revolutionary Al
Approach for Efficient Long Sequence
Training in Transformers

AISHORTS | November 12,2023

Google DeepMind Researchers
Propose a Framework for Classifying
the Capabilities and Behavior of
Artificial General Intelligence (AGI)

{ Gy Pk Y NERSRUOW Y1 KRN A VISRl Da A

This Al Paper Introduces Neural

MMO 2.0: Revolutionizing

Reinforcement Learning with Flexible
ask Systems and Procedural

Ry ook e L ~f AT

This Al Paper
Introduces Relax:
A Compiler
Abstraction for
Optimizing End-to-
End Dynamic
Machine Learning
Workloads

AISHORTS |
November 13,2023

MIT Researchers
Developed
SmartEM: An Al
Technology that
Takes Electron
Microscopy to the
Next Level by
Seamlessly
Integrating Real-
Time Machine
Learning into the
Imaging...
AISHORTS |

November 13,2023

This Al Paper from
Google DeepMind
Studies the Gap
Between
Pretraining Data
Composition and
In-Context
Learningin
Pretrained
Transformers

AISHORTS |
November 13,2023

Google Al
Introduces AltUp
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But they are very good at
Natural Language Processing
(NLP)






Retrieval- Augmented Generation (RAG) 101

Retrieve Data

(typically but not exclusively from Feed to a Generative Model
a Vector Database)
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Pipeline(s)




Simple Example Data to Embedding Pipeline

Data Preparation .
rewrite

and Cleaning

Format Normalization
Data Cleaning

Data (structured, semi structured, unstructured)

Extraction: extract data from input
Eg pandas , pypdf2 etc,. Many
specialized libs per content type

Text and Data
Extraction

Re-write (actually maybe omit) Embed into database

Embedding Maintenance and
Storage Scaling

Update cadence with new

Index and index search method data/docs

algorithm(s)

Scale pipeline with data volume
for performance

» Retrievable Embeddings

Generate Embeddings
Represent each chunk in a multi
dimensional space

Embedding
Generation

Tests embedding accuracy Implement both compliance and
Optimize indexing & retrieval process security measures to protect sensitive
for performance and accuracy. data. Implement Guardrails

Checks and Security and
Optimization Compliance




Tokens stored as Vectors in an LLM



https://weaviate.io/blog/distance-metrics-in-vector-search

Embeddings stored as Vectors in a Vector Database
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Vector Databases (and alternatives)
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Chroma

Weaviate

Pinecone

Postgres with Pvector

Milvus

Quadrant

RDBMs with vector support
Graph DBs with vector support
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A Typical Retrieval-Augmented Generation Flow

AWhat are
emerging
opportunities for loT
inference at the

Hﬂq

edge?0

def rag_prompt(query: str):
results = vectorstore . similarity_search(query, k =5)
rag_results = "\n".join([x .page content for Xx in results]
rag_query = f""Use this contexts below, answer the query.
Contexts:
{source_knowledge}
Query: {query}"™"
return  rag_prompt







Context is all you Need
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Key Concepts - Prompt(s)

#!/usr/bin/env python3

import os
from langchain.chat_models import ChatOpenAl

chat = ChatOpenAl(
model="gpt - 3.5 - turbo’

)

from langchain.schema import (
SystemMessage,
HumanMessage,
AlMessage

messages = [
SystemMessage(content="You are a homework assistant, Mo, to a Freshman in a US High School."),
HumanMessage(content="Mo, how are you? Can you help with my English Lit assignment?"),
AlMessage(content="I'm ready to go. How can | help you today?"),
HumanMessage(content="l need to write a review of the novel 1984 but | haven't read it")

]

result = chat(messages)
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Key Concepts - Context Windows

Maximum amount of text (in tokens) that an LLM can process in a single instance.
Size Limitations:
3 The size of the context window varies by model. For example, GPT-3 has a context
window of 2048 tokens.
3 GPT 4 varied from 4K to 16K
2 Ant hropicdés Claude 2 has a huge 200K Cont ex
3 OpenAl GPT4-Turbo recently raised their context window to 128,000 tokens
If the input exceeds the window size, older parts are truncated, potentially losing important
context.
3 Summarization can be used to rescue the size of the data
Highly dependent on the quality of your Context



A Typical Retrieval-Augmented Generation Flow

AWhat are
emerging
opportunities for loT
inference at the

Hﬂq

edge?0

def rag_prompt(query: str):
results = vectorstore . similarity_search(query, k =5)
rag_results = "\n".join([x .page content for Xx in results]
rag_query = f""Use this contexts below, answer the query.
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{source_knowledge}
Query: {query}"™"
return  rag_prompt
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Key Concepts - Context Windows(S)
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{source_knowledge}
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Data Preparation and Cleaning:

0 Format Standardization: Ensure all documents are
in a readable and standardized format. For
example, converting PDFs and CSV files to plain
text.

0 Data Cleaning: Remove unnecessary elements such
as headers, footers, or irrelevant metadata from the
documents.

Text Extraction:

O  Extract the textual content from the documents.
Specialized libraries may be required for different
formats, like pandas for CSV,PyPDF2o0r pdfminer for
PDFs, and so on.

Natural Language Preprocessing:

0  Tokenization: Split the text into words, phrases,

symbols, or other meaningful elements (tokens).

0  Stop Word Removal: Remove common words that
carry little useful information.

0 Stemming and Lemmatization: Reduce words to
their base or root form.

Embedding Generation

Use a pretrained language model (like BERT, GPT, or a
specialized model like CodeBERT for code repositories) to
generate embeddings for each document or chunks of
documents.

Embedding Storage:

0  Vector Database: Choose a suitable vector
database for storing embeddings (like
Elasticsearch, Pinecone, or Faiss).

0 Indexing: Index the embeddings in the vector
database to enable efficient searching and retrieval.

Quality Check and Optimization:

0  Perform tests to ensure that the embeddings
accurately represent the content of the documents.

0  Optimize the indexing and retrieval process for
performance and accuracy.

Integration with a Retrieval System:

o} Integrate the pipeline with a retrieval system or
application, enabling users to query the database
and find relevant documents based on semantic
similarity.

Maintenance and Scaling:

0  Regularly update the database with new
documents.

0  Scale the pipeline as the volume of data grows,
ensuring performance is maintained.

Security and Compliance:

0 Implement security measures to protect sensitive

data.






