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Presenter Notes
Presentation Notes
No talking on this slide. Go straight to 2.



Where we started

From hallucinated libraries to chained exploits

20 23 ISOLATED FLAW

$import fastcloud_utils

It invented libraries that didn't exist.

2026 CHAINED ATTACKS

bug bug config root

It  chains vulnerabilit ies into at tack paths.

Presenter Notes
Presentation Notes
• Third year at RITE, thanks.
• My early days with AI in cloud automation: the models hallucinated whole libraries and got API calls wrong. We watched them like interns.
• Then came better models, better harnesses, tool calling, context engineering. The models stopped being autocomplete and started doing.
• Today the same class of system can find a minor bug, a second minor bug and a misconfiguration, and chain them. That's what an APT team does. It used to take a team of experts and months.
• Transition: "And that changes the clock."



WHY NOW

The Mythos moment
Time from vulnerability to exploit

2018–19

63 days
2023

5 days
2026

< 1 day

223 publicly reported AI -discovered vulnerabilities

55%
high /  crit ical

91%
re mote ly re achable

26%
code  e xe cut ion

Sources: Mandiant/Google, Time - to -Exploit Trends 2023 · CSA/SANS, The AI Vulnerability Storm (Apr 2026) · IBM X -Force, AI vulnerability discovery (2026)

Presenter Notes
Presentation Notes
• The "Mythos moment": when models became good enough at offensive security that discovery outpaced defence.
• Time-to-exploit: Mandiant measured an average of 63 days in 2018–19 and 5 days in 2023. The CSA / SANS "AI Vulnerability Storm" paper (Apr 2026) puts it at under a day in 2026. Anthropic reported Mythos Preview producing a working Firefox n-day exploit in about an hour. "N-day" is becoming "N-hour".
• Honest caveat (say it, it buys credibility with this room): the CSA paper calls this a leading indicator, not a measure of damage yet. IBM says its numbers don't prove AI caused the rise in disclosures.
• X-Force looked at publicly reported AI-discovered vulns. These aren't trivia bugs. Most are severe, and most are reachable over the network: your network.
• The important part for this room: you run heterogeneous, long-lived infrastructure. That's exactly the environment where a fast, patient attacker wins.

BEAT (folded from the Linus slide — say, don't show): Eric Raymond's Linus's Law, updated — "Given enough agents, all bugs are shallow… for attackers too." Heartbleed sat in OpenSSL for two years in plain sight; now the eyeballs are cheap, tireless, and available to anyone with an API key. That is the bridge to the next slide: it's not just looking at your infrastructure any more, it's operating it.



WHY NOW · THE OTHER POLE

PHP2Shell —A core flaw, found by AI, in 70% of the web

WHAT IT IS

● CVE- 2026 - 109618:upload-progress unserializer use-after - free —remote 
memory disclosure

● CVE- 2026 - 109619: fatal -error backtrace use-after - free + OPcache type 
confusion

● Unauthenticated RCE: demonstrated on WordPress, Drupal and Joomla —
CVSS up to 9.2

● Every PHP version of the last decade: back to 5.4. Not an app bug: a flaw 
in PHP itself

"Chained trivia gets in through the ticket queue.
A core flaw gets in through the floorboards."

EXPLOITABILITY, TIMED

3 hours
UK penteste r won a $2K Bitcoin prize  for 
a working PHP2Shell exploit  in a capture-
the- flag contest  —The Registe r, Oct  26, 
20 26.

FROM DISCOVERY TO PATCH · 63 DAYS

AUG 19
Discovered 
(Atlas + Gemini 4  Argon 
+ GPT-5.6 Sol)

AUG 20 –21
RCE confirmed 
(Drupal, WordPress)

AUG 24
Reported to 
the  PHP team

SEP 21
PHP acknowledges, 
fix begins

OCT 21
Patch + 
public disclosure

The patch is the easy part. The hard part is finding every copy of PHP you own —it rarely shows up where you expect it.

Presenter Notes
Presentation Notes
This is the other pole of the story. The last slides were about AI chaining small flaws into attacks. PHP2Shell is the opposite shape: one critical flaw in the internet's plumbing itself.
• Two CVEs in core PHP, severity up to CVSS 9.2. Memory-safety bugs in how PHP handles fatal errors, especially out-of-memory errors: a dying request leaves corrupted state behind, and the next request on the same worker reuses it — leaking other requests' memory or turning into code execution.
• Walk the timeline: discovered August 19 with Wiz Atlas plus Gemini 4 Argon and GPT-5.6 Sol; unauthenticated RCE confirmed on Drupal on the 20th and WordPress on the 21st; reported August 24; patch and public disclosure October 21.
• The exploitability beat: a UK pentester won a $2,000 Bitcoin prize for a working PHP2Shell exploit in a capture-the-flag contest in around three hours (The Register, October 26). That is not a lab curiosity.
• Close on the operator line: the patch is the easy part. The hard part is finding every copy of PHP you own, because it hides in customer portals, hosting panels and vendor appliances — rarely where you expect it.
• Transition: "That was a critical CVE. Now the other thing AI changed: the tools themselves."



THE SHIFT

Agents are the new autonomous systems on your network
From chatbot to operator

Ag e nt

READ
te leme t ry & logs

CALL
tools & APIs · MCP

CHANGE
config & code  pipe lines

TALK
to othe r agent s

Presenter Notes
Presentation Notes
• Agentic AI has moved from chatbot to operator. It observes, decides and acts.
• Name the plumbing once: MCP, the Model Context Protocol, is becoming the standard way agents get tools. Think of it as a universal connector. A connector is also an attack surface: whatever a tool description or tool response says, the model reads it.
• The framing I want you to keep: an agent is a new kind of autonomous actor on your network. You'd never peer with an AS you couldn't identify, couldn't filter, and couldn't depeer. Yet that's how most agents are deployed today.



The  problem

Sources: Nx s1ngularity postmortem; Wiz; Snyk (Aug 2025) · Invariant Labs, GitHub MCP toxic agent flow (May 2025)

One  t icke t , one  route  leak

Customer ticket
hidden instruction

NOC agent
reads tickets, has keys

Config push
"announce this prefix"

Route leak
under your ASN

Identity Tools Model behaviour Memory Supply chain Agent- to-agent

This already happened

s1ngularity / Nx · Aug 2025
A poisoned npm re lease  ran developers' own AI coding CLIs 
with safe ty checks off, to hunt  for secre ts.

GitHub MCP · May 2025
One malicious public issue  made  a t rusted agent  leak private  
repo data into a public PR.

Presenter Notes
Presentation Notes
• Walk the scenario (see callout at top). Nobody hacked the router. The agent was asked, and it had the keys.
• Prompt injection is the core problem: the model can't reliably tell data from instructions. A ticket, a web page, a tool response, a log line: any of them can carry orders.
• List the six surfaces quickly. Identity (whose credentials?), tools (what can it touch?), model behaviour (injection, goal drift), memory (poisoned context that persists), supply chain (the model, the agent framework, the MCP server, the packages), agent-to-agent (trust that propagates).
• The two real incidents. This isn't hypothetical:
  • s1ngularity: a stolen npm token led to malicious nx versions. On install, they looked for Claude Code, Gemini CLI and Amazon Q and ran them with permission checks bypassed, asking them to find wallets, SSH keys and .env files. Over 1,000 valid GitHub tokens were leaked. The AI tools weren't "hacked"; the attacker used agents that were already installed, with their guardrails turned off. That's tool access and identity.
  • GitHub MCP (Invariant Labs): not a bug in the server. Invariant calls it an architectural problem: a trusted agent, trusted tools, and one untrusted issue. That's model behaviour, and exactly our ticket scenario.
• Transition: "So: can we trust them?"



The  shape  of things to come

The  New Benchmarks

Sources: cybergym.io

Presenter Notes
Presentation Notes
So I absolutely wish I was in the room and I could see you all. And, two things. One, I hope the contrast is good. This is a screenshot. But the other thing is, I imagine some of you. Like me, have a little bit of gray hair because we've been around for a little while. 

And if you have been in the industry a little while, you probably come across of a lot of benchmarks. TPC-C, TPC-D. Online transaction benchmarks, decision support system benchmarks. Linpack. High performance computing, web server benchmarks. You probably have niche benchmarks that I don't know about perhaps Measuring packet throughput or loss. We’ve just heard from Paul Vixi, maybe DNS benchmarks! 

And there's benchmarks that I care about such as SWE 1.1. And terminal bench. And now we have. Exploitation benchmarks. 



BOTH SIDES

The same harness class, on both sides

ATTACK / DUAL - USE

Built to break in
● ARTEX —open agentic pentesting framework

● PentestGPT —open pentesting assistant
Open tools anyone can download. The tool is neutral; the wielder isn't.

RESEARCH / DEFENSE

Built to find and fix
● Wiz Atlas —autonomous vulne rability- research system

● Google Big Sleep —AI vulnerability research
The same agent pattern, pointed at discovery and patching.

WE BENCHMARK THIS NOW · CYBERGYM

VULNERABILITY REPRODUCTION

1,507CyberGym
real- world instances · 188 projects

EXPLOIT GENERATION

869 ExploitGym
real- world instances · 3  domains

DISCOVER → POC → PATCH

920 CyberGym -E2E
real- world instances · 4  stages

Atlas ranked first on CyberGym at 90.9% —Wiz's number. The leaderboard itself is the point: this capability is now measurable, comparable, and moving fast.

Sources: cybe rgym.io —Front ie r AI Cybersecurity Obse rvatory; Wiz Research, At las (J ul 20 26).

Presenter Notes
Presentation Notes
The point of this slide is symmetry. Everything in the last section has a mirror image.
• On one side, open attack harnesses: ARTEX, an open agentic pentesting framework, and PentestGPT, an open pentesting assistant. Anyone can download them. The tool is neutral; the wielder is not.
• On the other side, the same agent pattern pointed at defense: Wiz Atlas, the autonomous vulnerability-research system behind PHP2Shell, and Google's Big Sleep. Same loop — scan, reason, test, iterate — different intent.
• Then the benchmarks, because this is the part that should settle whether any of this is hype. CyberGym measures vulnerability reproduction across 1,507 real-world instances in 188 projects; ExploitGym measures exploit generation across 869 instances in three domains — userspace, browser, kernel; CyberGym-E2E measures the full defensive lifecycle — discover, prove it, patch it without breaking anything — across 920 instances in four stages.
• Atlas ranked first on CyberGym at 90.9 percent. That is Wiz's number, say so. But the leaderboard itself is the argument: we now measure this capability the way we measure anything real.
• Transition: "So the tools are on both sides, and they're getting measured. Can we trust them?"



Not by default.

Trust is engineered: per action, verified, revocable.

Presenter Notes
Presentation Notes
• Callback to Ovidiu's talk: zero trust says never trust, always verify, for users, devices and workloads. Agents are just a new kind of actor to apply it to.
• We don't trust humans by default either. We give engineers individual identities, scoped access, change windows and peer review. Agents need the same, but more rigorously, because they act faster, at scale, and can be talked into things.
• Two questions to ask of every agent action. The next two slides answer them.



BLUEPRINT I

Who is acting, and where did it come from?
Ident ity + provenance

Routes ROA: who may originate Origin validation Drop invalid

Agents Signed ident ity + at testat ion Policy check Drop unverified

RPKI for routes → the same idea for agents

Identity
One per agent . Short - lived. Revocable .

Provenance
Signed mode ls, tools, art ifacts. Untrusted input  
never drives privileged act ion.

Presenter Notes
Presentation Notes
• The analogy this room knows best: RPKI. We stopped accepting route announcements just because someone said so. We ask for a cryptographic statement of who may originate what, and we drop the invalid ones.
• Do the same for agents:
  • Workload identity per agent, not a shared service account. Short-lived credentials. Kill switch = revoke.
  • Provenance for everything the agent depends on or acts on: the model, the agent code, the MCP servers, the packages. Signed, attested, SBOM'd.
  • Taint: content from a customer ticket is untrusted data. It can inform a recommendation; it can't authorise a config push.
• Replay the scenario: the leak happened under a shared credential, so no one knew which agent did it, and ticket text was treated as an instruction. With identity and provenance, the change is attributable, and the tainted request is downgraded to "suggestion".



BLUEPRINT II

What may it do, and who decides?
Least privilege · policy outside the model · humans own consequential actions

NOC agent
AI Agent Node

Policy gateway
out side  the  mode l

Boundary control & 
execution rules

Read telemetry
✓ allowed

Propose BGP change
✓ allowed

Push BGP change
→ human approval

Like prefix filters and max-prefix: bound what the neighbour can do, even when it's wrong.

Presenter Notes
Presentation Notes
• Peering analogy: prefix filters and max-prefix limits don't trust the neighbour to behave. They bound what the neighbour can do, even when it's wrong.
• Least privilege: the NOC agent can read everything and propose changes. It can't commit to the edge.
• Policy outside the model: you can't fix prompt injection with a better prompt. Put enforcement where the model can't argue with it: a tool gateway, policy-as-code, rate limits, blast-radius limits.
• Human oversight for consequential actions, the same as your change-approval process today. The agent prepares the diff; a human approves it. Not every action, just the irreversible ones.
• Replay: the agent drafts the announcement change, policy flags a prefix the customer doesn't hold, and a human rejects it. No leak.



SUPERVISED AI IN PRACTICE

AI found the bug in hours. Why does the fix take months?
The exposure window hasn't shrunk. It's moved.

01 FIND

AI-assisted 
discovery
✓ Acce le rat ed

02 FIX

Human-validated fix & 
backport

03 EMBARGO

Upstream disclosure, 
14 days min.

04 RELEASE

Signed, with 
provenance

WHERE THE EXPOSURE WINDOW SITS NOW

Discovery Hours

Patch → Production 45 –90 days (Main Bottleneck)

Example : Lightwell, an IBM + Red Hat init iat ive

Presenter Notes
Presentation Notes
• An example of the blueprint applied to the defender's side: Lightwell, a joint IBM and Red Hat initiative.
• The idea: use the same class of models that find vulnerabilities to fix them, with humans owning the decisions that matter.
  • Findings are validated, not dumped.
  • Responsible disclosure to upstream maintainers, not the public. Minimum 14-day embargo.
  • Fixes backported to the versions people actually run (e.g. Java: Spring Boot, Quarkus), so you don't have to upgrade in a panic.
  • Everything goes upstream, and artifacts are signed with provenance. That's slide 8 again.
• The key insight: the exposure window hasn't shrunk. It's moved. Discovery is now hours. Patch-to-production is still 45–90 days for most organisations. That's where the risk sits now.
• Implication for you as consumers: expect your vendors to ship fixes much faster than before, and be ready to consume them that fast.
• Keep it to an example. No product slides, no pricing.



MONDAY MORNINGTony Kay · Red Hat

Can we trust the agents?
Not by default. Engineer it.

01 / IDENTITY

Identity you can revoke

● One identity per agent —
never a shared service account

● Short - lived credentials

● Revoke is the kill switch

If you can't revoke it, you don't control it.

02 / VERIFICATION

Verification before action

● Signed models , tools, artifacts

● Provenance for everything 
the agent touches

● Untrusted content can suggest 
—never authorise

Suggestions ≠ authorisation.

03 / EXPOSURE WINDOW

Shrink exposure window

● Discovery now takes hours

● Patch - to -production st ill 
takes 45–90  days

● Pipe line  must  move  at  
attacker speed

45 –90 days is where the risk sits.

Can we trust the agents? Not by default —and that's the point.
We build the  trust , we  ve rify it , and we  keep the  right  to revoke  it . Thank you 

Presenter Notes
Presentation Notes
• Recap in one breath: AI is on both sides now. Discovery is hours. Agents are operators. Treat them as a new kind of autonomous actor, and apply what this community already knows from routing security.
• Three things for Monday:
  1. Identity. No shared service accounts for agents. If you can't revoke it, you don't control it.
  2. Verification. Provenance for models, tools and artifacts. Untrusted content can suggest; it can't authorise.
  3. Exposure window. The attackers have agents. Your patch pipeline needs to move at that speed too.
• Close: "Can we trust the agents? Not by default, and that's the point. We build the trust, we verify it, and we keep the right to revoke it." Thank you → Q&A.
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