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Presentation Notes
Good morning, everyone. Thank you to ANISP and to the RITE organisers for the invitation. This year's theme is a trustworthy Internet: resilience, identity and intelligent infrastructure. My talk sits exactly where those three meet. In the next ten minutes, I want to show you why the future of infrastructure security will be decided at the edge, and what it takes for the artificial intelligence working there to deserve our trust.
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Presentation Notes
Very briefly, who I am. I'm a PhD candidate in cybersecurity at the National and Kapodistrian University of Athens, and a researcher on EXARCH, a Horizon Europe Marie Skłodowska-Curie project. Much of my work has been built inside European research: more than ten EU research and innovation projects, across the full cycle, from writing proposals for Horizon Europe, MSCA, DIGITAL Europe and EDF, to technical work and dissemination. Along the way, I was a finalist of the AIProHealth programme, pitching an AI-for-health tool to the EIT Health jury, and a research fellow at a COST Action training school on cybersecurity and human factors. I'm also a member of the FEPS Young Academics Network. And outside the lab, I founded STEAM projects in AI and cybersecurity for schools, alongside my work with Women4Cyber România and HackShield România. That is why I believe trust in technology is built in two places: in the lab, and in the classroom.



A G E N D A

Ten minutes, five 
steps

01 The problem
A Romanian wake-up call, and why central security falls short

02 The framework in practice
Small language models at the federated edge, in a hospital

03 Trust
Detect, explain, withstand

04 Evaluation
Six dimensions, measured on established IoT datasets

05 Join us
Partnering with CyberSea Festival 2027 and HackShield
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Presenter Notes
Presentation Notes
Here is where we are going. We start with the problem, through a case many of you will remember. Then the framework I am developing, and how it would behave inside a real hospital. Then what makes it trustworthy, and how we will prove it. And I will close with an invitation.
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100 hospitals knocked offline by a single 
single ransomware attack
The attack hit a shared hospital information system: 26 hospitals encrypted, 74 
more disconnected as a precaution. Staff went back to paper records.

One shared dependency. One point of failure.

Sources: SecurityWeek; The Record (Feb 2024) 04 / 13

Presenter Notes
Presentation Notes
February 2024. A ransomware attack hits Hipocrate, a hospital information system used across Romania. Twenty-six hospitals are encrypted. Seventy-four more are disconnected as a precaution. Around one hundred hospitals, including cancer and paediatric centres, go back to pen and paper. [Pause.] Let me be precise about the lesson. The problem was not only the malware. It was the architecture: many independent sites depending on one shared, central point. One shared dependency, one point of failure. Please keep that picture in mind, because it is exactly the problem my research sets out to solve.



0 1  ·  T H E  P R O B L E M

Cloud-centric security reaches its limits at the edge
edge

Response latency

Round-trips to a central 
cloud slow detection and 
containment when seconds 
matter.

Scalability

Growing fleets of 
heterogeneous devices strain 
centralised analysis 
pipelines.

Data governance

Moving raw operational data 
off-site collides with privacy 
and sovereignty rules.

Unseen threats

Defences tuned to known 
attacks are of limited use 
against novel ones.
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Presenter Notes
Presentation Notes
And this is not about one supplier. Most security today is cloud-centric: devices send their data to a central platform, where it is analysed. In distributed IoT, that model hits four limits. Latency: every round-trip to the cloud costs time, exactly when seconds matter. Scale: the number and diversity of connected devices grow faster than central pipelines can follow. Data governance: a hospital cannot, and should not, ship raw patient data off-site. And unseen threats: defences tuned to yesterday's attacks struggle with tomorrow's.
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The defender becomes a 
target
AI-enabled security can itself be manipulated. An attacker doesn’t need to beat 
the network, only to fool the model guarding it.

EVASION

Crafted inputs slip past the detector
POISONING

Corrupted updates degrade what the model learns
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Presenter Notes
Presentation Notes
The natural response is: let's put AI in charge of defence. But there is a catch. The moment we do, the model itself becomes a target. An attacker no longer needs to beat the network; it is enough to fool the model guarding it. This happens in two ways. Evasion: carefully crafted inputs that slip past the detector. And poisoning: corrupted training updates that quietly degrade what the model learns. So the real question is not whether to use AI for defence. It is how to build AI we can trust, even while it is under attack.



0 2  ·  T H E  F R A M E W O R K

Intelligence moves to the edge

TIER 1

IoT devices
Sensors, controllers and medical 
devices

Traffic and telemetry stay on site

local

TIER 2

Edge node + SLM
Detects threats locally, in real 
time

Explains every decision it makes

updates

TIER 3

Federated aggregator
aggregator
Merges model updates from all 
nodes

Never receives raw operational 
data

Federated learning: nodes improve one shared detection model while raw operational data stays where it was produced.
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Presenter Notes
Presentation Notes
This is the framework, in three tiers. On the left, the devices themselves: sensors, controllers, medical equipment. Their traffic stays on site. In the centre, the core idea: edge nodes running small language models. They are compact enough for constrained hardware, yet capable enough to reason about behaviour, detect threats locally and explain their decisions. On the right, a federated aggregator. It never sees raw data. It only receives model updates, merges them, and sends back an improved shared model. The result: every site learns from what the others have seen, and there is no single central point whose failure can blind everyone.



A P P L I E D  ·  I L L U S T R A T I V E  S C E N A R I O

When a bedside monitor turns attacker
1 Detect on site

The edge SLM flags the anomaly locally, with no cloud round-trip.

2 Explain
A plain-language rationale the operator can check in seconds.

3 Contain
Only the suspicious device is isolated. Care continues.

4 Learn together
A model update, not patient data, protects every hospital in the 
federation.

● EDGE NODE · ICU-2 · ALERT

DEVICE
Patient monitor #14

NORMALLY
Sends vitals to the nurse station

NOW
Probing 40 internal hosts over SMB

ASSESSMENT
Likely lateral movement, a typical ransomware precursor

ACTION
Isolate segment · alert security team

Illustrative mock-up of the framework's intended behaviour 08 / 13

Presenter Notes
Presentation Notes
Let me make this concrete. Picture an intensive care unit at night. A patient monitor that normally does exactly one thing, sending vitals to the nurse station, suddenly starts probing forty other machines over the network. That is lateral movement, typically the step just before ransomware spreads. First, the edge node detects it on site, in real time, with no dependency on the cloud. Second, it explains itself. On the right is what the operator sees: what the device normally does, what it is doing now, and why that matters. A decision a human can verify in seconds. Third, it contains the threat by isolating only that device, so patient care continues. And fourth, the whole federation learns. A model update, not patient data, travels to the other hospitals, so the next one recognises the pattern before it spreads. To be clear, this is an illustrative scenario of the behaviour the framework is designed for. But compare it with February 2024: one compromised device, contained in one ward, instead of one hundred hospitals back on paper.
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Trust rests on three interdependent 
requirements

01

Detect
Both known attacks and previously 
unseen threats.

02

Explain
Transparent, interpretable decisions 
that operators can verify.

03

Withstand
Reliable performance under 
adversarial inputs and 
compromised federated 
participants.

A detector that cannot explain itself, or that fails under attack, cannot be trusted — however accurate it is.
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Presenter Notes
Presentation Notes
So what makes this trustworthy? My research treats three requirements as inseparable. Detect: catch known attacks, and previously unseen ones. Explain: every decision must be transparent enough for an operator to check, as you have just seen. Withstand: keep performing under adversarial inputs, and even when some federation partners are compromised. These are interdependent. A detector that cannot explain itself, or that collapses under attack, cannot be trusted, however accurate it looks on paper.
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Six dimensions of evaluation Measured on established IoT cybersecurity 
datasets

EFFECTIVENESS EFFICIENCY TRUST

Detection performance
Does it catch known and novel attacks?

Response latency
Can it act in real time at the edge?

Explanation stability
Do similar events get consistent 
explanations?

False-positive rate
Does it avoid flooding operators with false 
alarms?

Computational efficiency
Does it fit constrained edge hardware?

Adversarial robustness
Does it hold up under deliberate attack?
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Presenter Notes
Presentation Notes
Claims about trust have to be measured. The framework will be evaluated on established IoT cybersecurity datasets, across six dimensions. Effectiveness: detection performance, and the false-positive rate, because a system that floods analysts with false alarms simply gets switched off. Efficiency: response latency and computational cost, because all of this must run on modest edge hardware. And trust: explanation stability, meaning similar events should receive consistent explanations, and robustness under deliberate attack.



K E Y  T A K E A W A Y S

Three ideas to take home

01
Push detection to the edge
edge
Small language models flag threats next to 
the devices, with no single central point to 
fail.

02
Learn together, share no raw 
raw data
Federated updates spread defensive 
knowledge between sites while sensitive 
data stays local.

03
Engineer trust, don’t assume it

Detection, explanation and robustness are 
designed together, and measured 
together.

Distributed · Adaptive · Trustworthy Starting with connected healthcare, extending to 
critical IoT infrastructure.
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Presenter Notes
Presentation Notes
If you remember three things from this talk, let them be these. One: push detection to the edge, so that no single central point can take an entire infrastructure down. Two: learn together without sharing raw data. With federation, a hospital in Constanța can be protected by an attack first seen in Cluj, without a single patient record leaving either building. Three: trust must be engineered, not assumed. Detection, explanation and robustness are designed together, and measured together. Distributed, adaptive, trustworthy, starting with connected healthcare.
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Trust starts with people
Two Women4Cyber România programmes building the next generation of cyber defenders

CYBERSEA FESTIVAL 2027

Romania’s summer cybersecurity festival, on the 
Black Sea coast
CTF & hackathons · Red vs Blue live demos · Career Lab · 
CyberStartup Zone

2026 partners included ECCC, DNSC, Cisco, Palo Alto Networks and 
EY

HACKSHIELD ROMÂNIA

Cyber heroes aged 7 to 12
A serious game that teaches children to spot phishing, fake news and 
online risks, through play, not fear.

722K+
children reached

8
countries

10M
kids safe online by 
2030 (goal)

Sponsor · Technology partner · Mentor & speaker · School network Let’s talk after the session →

Sources: cybersea.ro; joinhackshield.com 12 / 13

Presenter Notes
Presentation Notes
One final point. Technology alone does not make infrastructure trustworthy. People do. And the pipeline of future defenders starts long before university. So I would like to invite you to two Women4Cyber România programmes. CyberSea Festival is Romania's summer cybersecurity festival on the Black Sea coast, with Capture the Flag competitions, live Red versus Blue demonstrations, a career lab and a startup zone. Its 2026 edition was supported by institutions such as ECCC and DNSC and by companies such as Cisco, Palo Alto Networks and EY, and the 2027 edition is now open to partners. HackShield teaches children aged seven to twelve to recognise phishing, fake news and online risks through play. It has already reached more than 722,000 children in eight countries. Whether as a sponsor, a technology partner, a mentor, or through your school network, there is a place for your organisation. I would be glad to talk after the session.
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Thank you
Questions and discussion

Resilient infrastructure runs on trust: in our systems, and in the people who 
defend them.

Cosmina Stalidi
National and Kapodistrian University of Athens 

cosminastalidi15@gmail.com · Cosmina Stalidi on LinkedIn

This research is carried out within the EXARCH project, funded by the European Union’s Horizon 
Europe programme under the Marie Skłodowska-Curie Actions [grant agreement No. 101236244.

Presenter Notes
Presentation Notes
Let me close where I started. Resilient infrastructure runs on trust: trust in our systems, and trust in the people who defend them. My research works on the first; the programmes I just mentioned work on the second. Thank you. This work is part of the EXARCH project, funded by Horizon Europe under the Marie Skłodowska-Curie Actions. It is ongoing research, so I would especially welcome your questions, and your challenges.
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